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Abstract:


The goal of this independent study is to create an effective opponent modeler for no limit Texas hold ’em players.  The program will view a number of hands from a given player, then based upon the statistics that have been gathered from real money no limit games, the player will be categorized among fellow players that have similar play on average.  Then, predictions will be made of what hand a person holds based on their current betting action and the group of players in the database that he/she has been grouped with.  The hypothesis is that players can be grouped into specific classes of styles of play, and the statistics of these classes can be predictive of what hand they may hold.

Overview:


There were many steps along the way before an effective program could be written.  A few weeks of research was necessary to answer several questions before any programming could be done.  The first was if opponent modeling was even necessary, or if pure probabilistic and game theoretic techniques could be enough to make a good poker-playing program.  After finding that opponent modeling was in fact a necessary component to any world-class poker program, the research was necessary on how to make an effective opponent modeler based on current techniques used in game playing fields.  Then, once a hypothesis for an effective hold ‘em opponent modeler was formed there was a necessity for volumes of data from live poker games.  Finally, work could be done on the actual opponent modeler.

The Research:


The first question that needed to be answered was whether an opponent modeler was in fact necessary for making an effective computer poker player.  Daphne Koller, a professor of computer science at Stanford University, believes strongly in the power of game theoretic techniques.  However, as the University of Alberta team points out, game theoretic techniques work well only on rational players.  It turns out that most human players are not in fact rational.  Some beginners act on their intuition of the probabilities involved when in fact those probabilities could be way off.  For instance, the actual probability of completing a flush on a flush draw (i.e. the flop combined with your hole cards make 4 cards of the same suit, one away from a flush) is 1/3, when most beginners think it is much higher.  On the flip side, world-class players will mix up their play so often as to make “bad” plays so often as to throw off their opponent.  In no-limit hold ‘em one misjudgment on one hand can cost you your whole stack.


In addition, it’s important to mention that unlike checkers or chess, poker is a game of imperfect information.  This means that all the information about the game is not available, namely the other person’s cards.  This is opposed to perfect information games like checkers where all the information about the game is available to the opponent.  Thus, game theoretic techniques can only work optimally based on the information available, but they may not be maximizing possible profits.  An opponent modeler is a step in the right direction towards maximizing profits since variations in a person’s play can be accounted for and exploited.


The next question that needs to be answered then is how to build an effective opponent modeler.  Many sources were examined in trying to find ways people have effectively accomplished such tasks.  One of these sources was Poki, the University of Alberta’s, limit hold ‘em player.  Their opponent modeler is simple on the surface, but also has many expert crafted features that are not available for public knowledge.  The core of their modeler is maintaining an array of weights associated with the 169 possible starting hands.  Based on the board cards, and the persons betting tendencies, after every betting action made by a player, the weights in the array are updated accordingly.  This model works very well for limit hold ‘em games.  It can beat average competition consistently, but it cannot yet beat world-class players who can create very complicated betting patterns.  However, most of the current work being done on Poki is in the opponent modeling part of the program because it is their belief that that component is the key towards elevating Poki to world-class status.


Other opponent modelers were also studied namely in chess, checkers, backgammon and go.  There is a commonality in most of these modelers in that they are based upon reading many games/moves of a certain player before the modeling is going to take place and crafting expert features to keep track of so to have a better idea of the person’s play during the actual game where the modeler is put into use.  Some applications with neural networks have proven to be semi-successful, however, the ones that craft their own expert features independent of the board information seem to work the best.  

Thus, after completing the research portion of my project, I left with knowledge in a variety of areas.  I was exposed to a variety of game theoretic ideas, and in fact read a book that gave an introduction to basic game theoretic concepts.  Secondly, I did research in the features that expert poker players think are important.  Reading books by David Sklansky, a professional poker player, gave me much deeper insight into the game than I had ever had before.  I also plan to read over break Doyle Brunson’s famous book “Super System” which some poker players dub “the bible of poker.”  Hopefully, I will come back with a set of features (to build on top of the ones I already have) with enough depth and breadth to cover all the salient elements in modeling poker players.  Finally, I also learned a lot about techniques used by people for this type of learning problem.  I ran across all kinds of techniques, some familiar, and some extremely foreign to me.  I found the research portion of the project very interesting and I think all the questions I came in with were answered to their full extent.

The Data:


The next step after the idea was formed about how to make an opponent modeler in no-limit hold ‘em was to actually get data from live poker games that were played for real money.  I had already knew that most online poker sites offered as a service to their players, hand histories that could be reported to them about a particular hand if they wanted to go over it.  Each hand dealt at a poker site has a unique identification number, and by having that number you can then retrieve the hand history associated with it that describes the play that occurred during that hand.  The idea to get real live data from poker hands was to collect thousands of these hand histories from no limit online poker room tables for use in the opponent modeler.


After posting to poker message boards about how to acquire massive amount of hand histories, and failing after requesting to some of the sites to have access to their databases of hands, a person directed me to www.pokerroom.com.  As opposed to most online poker rooms, this poker site did not have a client program that had to be downloaded.  Instead, it was as web-based online poker site that could be played directly through your browser.  Similarly, they had a hand history request form that was in a web page.  A program in C# was then created to query this website over and over again searching randomly for hand histories and checking to see if it was both a real money game and a no-limit hold ‘em game as well.  The hand histories were presented in HTML format, so this had to be parsed correctly in order to save them into a .txt file in a manageable manner.  After running the program for a few days in a row, 100K unique hand histories were collected in a .txt file that ended up being larger than 100MB.  

The Beginnings of the Program:

The problem with the hand histories is that they are not formatted in a way that is conducive to reading them into a data structure fast.  Although is a general overarching format to the hand history, the specifics within each can vary widely.  A handful of the histories had to be discarded because they weren’t formatted like the others, and there were a lot of special cases that had to be accounted for.  However, after a while the tedious task of reading all the pertinent information into a data structure was accomplished.  Also, the information in my data structures were also serialized into a binary file so that a text file was not needed anymore to read in the database.

The data structure can be generalized by two arrays.  The first array is of all the players in the 100K hands.  The second array contains each hand itself.  Both arrays are interconnected in that each player is itself a structure that contains an array of all the hands that that particular player has played in.  Also, each hand is itself a structure containing an array of all the players that played in that hand.  Thus, we are able to traverse these arrays in a variety of way.  We can skip to a specific hand and we can also print out all the hands played by a particular player real easily.  Also chains of these types of requests can be put together to create much more complicated queries such as finding out the statistics of the general type of opponent a certain player plays against.

This took the longest portion of the semester to complete because it was so full of snags because of the inconsistencies in the hand histories themselves.  However, by the end of the semester that data is now readable, and ready to be examined.  Some preliminary statistics have been collected, and many more are easily extendable, and I plan on working on them over Christmas break (You can see a list of the preliminary features at www.duke.edu/~eie2/Poker.htm ).

The Future:


The web page mentioned above outlines the current future of the program as envisioned at the moment.  To summarize, the data from the 100K hand histories will be classified into N groups by the k-means algorithm based on a set of m special features.   A new opponent will then be classified into one of these N groups based on k hands viewed by the program.  Then, each class will have ~m other special features that are conditioned upon the board cards.  These will help in combination with the other m features to be predictive of what hand they have.   There will be two main magic knobs that will need to be played with by human users: N and k.  The number of groups that k-means classifies into will need to be examined and toyed with.  Also, k, the number of hands the program looks at will also need to be looked at.  An adaptable weighted voting system will need to be created so that variations in a person’s play can be accounted for.  Thus the program will need to calculate features for an opponent based on a variety of number of previous hands looked at.  If a player is changing their play rapidly, then the most recent hands played should influence the program more.  On the other hand, if the player is pretty consistent in his/her play then the program should be looking much farther into the past.


Over break I plan to have all the features listed on the web page to have been calculated for each player and the k-means algorithm ready to be run and tested on data.

Thus, the effectiveness of the idea can then be evaluated early on in the semesters and appropriate adjustments made.  Overall, this independent study has added an interesting element to this semester.  It tied in well with the other computer science classes I was taking this semester.  Not only did I learn a great deal from the research section of my project, but I also learned about practical programming problems, as well as some new programming techniques.  I’ve had a great time thus far, and look forward to continuing it next semester.

