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· Peterson, Ivars. “Playing Your Cards Right.” Science News Online. July 18, 1998. http://www.sciencenews.org/sn_arc98/7_18_98/Bob1.htm
This article discusses the advances of the University of Alberta team with Poki and a general overview about how the program works.  The key elements of the game are: 1) card probabilities, 2) betting strategy, 3) bluffing approach, 4) opponent modeling.  Poker is different than checker or chess because of imperfect information.  At any one time you can assume that your opponent makes the best move possible, and you just play the best move possible in return.  Poker requires inferences, and discovering weaknesses in your opponent’s strategy that you can exploit.  Good players mix their play so often it becomes hard to predict what they hold.

Daphine Koller thinks that opponent modeling may not be essential to building a winning poker program.  Her program is based on game-theory and mathematical techniques to optimize winnings.  Bluffing emerges without having to be coded.

Comments: It might be worth looking into the effectiveness of Loki vs Koller’s programs to see if opponent modeling is in fact necessary.

Further Reading: Billings D., Computer Poker.  Billings D., Poker as a testbed for machine intelligence research.  Koller D., Generating and solving imperfect information games.

· Billings, Darse.  “Opponent Modeling in Poker.”  AAII.  1998.

Perfect information games can use brute force algorithms because the full game state is known.  Poker, an imperfect information game, so search alone is insufficient.  Why do poker?  Here are some reasons: 1) imperfect knowledge, 2) multiple competing agents, 3) risk management (betting strategies and their consequences), 4) agent modeling, 5) deception, 6) and dealing with unreliable information.  The version of Loki without opponent modeling found human competitors easily finding tendencies in the program’s play that were quickly exploited.  The need for Loki to model its opponents and know what their weaknesses are and even what they may perceive its weaknesses as became essential.  The implementation of opponent modeling improved Loki’s success significantly.

Why opponent modeling? To produce an optimal program, the optimizes according to game theory may produce good results, but it by no means “solves” the problem.  A maximizing program would use opponent modeling and work to exploit to the fullest its opponents’ weaknesses.  

How Loki opponent models: 

First decide the probabilities that a person would play a certain hand given a flop (e.g. how likely is it for an opponent to hold J4 if the flop comes 3h 4c Jh).  The probability that an opponent holds a particular hand is the weight of that particular hand over the sum of the weights of all 169 hands.  Have one set of weights that model “reasonable behavior” and use them for all opponents.  Then, adjust these weights according to a player’s betting actions.  For example, if an opponent raises on the flop, the weights on the stronger hands should be increased and the weights on the weaker hands should be decreased.  Betting history can also be taken into account to adjust weights.  What should the initial weights be?  What transformations should be applied to the weights to account for a particular opponent action?

Computing the initial weights: Use the frequency of folding, calling and raising before the flop of each player to deduce the mean (representing the median hand) and the variance of the threshold needed for each player’s observed action.  Map these values onto a set of initial weights for the opponent model.

Re-Weighting: After every betting action the weights are adjusted.

Example: Consider QTs.  Pre-flop this is a fairly strong hand with an income rate of +359 and a weighting of .90.  However if the flop comes 3h 4c Jh, the cards don’t mesh well with them very well so we must give this hand a lower hand strength (.189) and a low potential to improve (.07) so it has an effective hand strength of .22.  Say the opponent has a mean of .6 and a variance of +/- .2 so we re-assign this with a weight of .01 since .22 < mean – variance.  This example doesn’t take into account that good poker players switch their play so they become “unpredictable.”

Comments: The data mining strategy that I plan to use could turn out to be useful in determing what the final winning hands are in games so that one could decide what hands people are playing most often so that the initial weights of the system could be more accurately set to model what people are actually playing.

Further Reading: Sklansky D. and Malmuth M., Hold’ em Poker for Advanced Players.

· Davidson, Aaron and Billings, Darse. “Improved Opponent Modeling in Poker.”  ICAI. 2000. 

The used Artificial Neural Networks to find dominating variables in predicting a player’s next action.  They were:

1) The player’s previous action

2) The previous amount (# of bets) the player had to call

They added this to the weighting system described in the previous paper accordingly and saw great improvements over the previous version of Poki with the old opponent modeling.

They conclude by saying that the opponent modeling system is far from being perfect.  For instance, the model doesn’t take into account the information that a player reveals by showing their cards after a showdown and what that means on how they were betting throughout that round.  This should reveal what type of player they are and how complicated their style of play is.

Comments: Finding the dominating variables is going to be the most important task.  No limit differs in limit because bluffing is more prevalent because large bets make people fold more often (typically).  The two dominating variables above could be divided even into smaller variables in no-limit, namely the size of the previous bet and what a player did in response.

Further Reading: Sklansky and Malmuth book again…I should probably find this book since it’s referenced in every article I’ve read so far.  The library does not have it.

· Billings Darse, et. all. “Approximating Game-Theoretic Optimal Strategies for Full-scale Poker.”  IJCAI/AAAI. 2003.

This paper tries to reduce the problem of poker into several smaller problems and then put them all together with no opponent modeling, but instead use game theory (although at the end they admit that the program would be drastically better with opponent modeling).  They develop two models (one pre-flop model, and one post-flop model), one also has no memory in that it doesn’t take into account previous betting rounds, it just focuses on the current game state, while the other does have a memory.

They simplified the game of Hold ‘em into sub-games and tried to find optimal strategies at each moment of the game (pre-flop, post-flop, on the turn, and finally at a showdown).  They developed equivalence classes for hands according to the way Skalansky and Malmuth do (i.e. AA, AKs, KK, QQ would all be of the same class and grouped together).   These equivalence classes were given typical ways that they can be played and thus strategies are mapped onto each of the 17 equivalence classes.  They combined these models to form a poker player without any sort of opponent modeling.  It lost to world-class players but performed well against well known other poker programs.

Aim to use Nash N-player equilibria eventually…might be worth examining.  Seems like they conclude that a good model based on Game Theory combined with an opponent modeler may be the best approach at developing a world-class computer poker player.


Further Reading: Nash. Equillibrium points in n person games. 

· The IRC Poker Database. http://games.cs.ualberta.ca/poker/IRC/ .

This site contains data on a variety of poker games including no-limit games.  Look at http://games.cs.ualberta.ca/poker/IRC/IRCdata/README.TXT for a description about how the data is organized.  Bet sizes in no-limit will have to be calculated by pot sizes before and after the betting round, since they’re not recorded exactly.

· www.pokerroom.com
This site has all their hand histories available online.  A program like curl could crawl each hand history, see if it was a NL game and then, save it if so…this could be a good option to code (plus a little educational too, because I’ve never done a webcrawler that stores information like this).

· Gal, Ya’akov.  “A Language for Opponent Modeling in Repeated Games.” Harvard U.  ACM 2003.

Basic AI approaches to games have been that opponents act entirely rationally, which in the real world turns out to not always be true, especially in poker.  They developed a framework entitled Network of Influence Diagrams (NID) where multiple opponent models for agents are allowed, and “the language is recursive so the mental model for an agent may itself contain models of the mental models of other agents.”  NIDs do better than finding the Nash Equilibrium solution (A game theoretic term meaning that all players are using optimal strategies such that if any one player should change their strategy the would be at a disadvantage).  NIDs are acyclic graphs.  A decision network is created where multiple strategies are possible with some sort of probability distribution over which one the agent chooses.  All possible decisions can then be easily calculated by enumerating over all possibilities.

Used this type of opponent modeling in RoShamBo matches against a good RoShambo player that utilizes opponent modeling and varying strategies as well.  It dominated.

Comments:  Although theoretically beautiful, this theory may be way to computationally expensive.  I need to read this article again so I can understand it better.

· Ramon, Jan.  “Opponent modeling by analyzing play.”  Katholieke Universiteit Leuven.  2001.

This group used lots of data of games played by grand-master go players and tried to develop a program that would recognize one particular player out of many games.  The program was about 57% accurate, which isn’t that good in my opinion seeing that if it was just guessing it would be 50% accurate.  The build logical decision trees based on TILDE (from http://www-ai.ijs.si/SasoDzeroski/ILP2/ilpkdd/systems/tilde.html Recently, an algorithm has been developed at the K.U.Leuven that learns a predicate logic theory by means of so-called logical decision trees. Logical decision trees are a first-order logic upgrade of the classical decision trees used by propositional learners. In the same manner as propositional rules can be derived from decision trees (each rule corresponds to a path from the root to some leaf; the tests in the nodes on that path are conditions of the rule), clauses can be derived from logical decision trees (each test on the path from root to leaf now being a literal or conjunction of literals that is part of the clause). The resulting trees can directly be used for classification of unseen examples, but they can also easily be transformed into a logic or Prolog program.).   There are various tests built into the tree and the program learns the probabilities that a certain go player would pass these tests based on the training set.

Comments:  This could be a good basis for making observations on players and finding the probabilities that I can place them in a certain “type” of player rather than making adaptive opponent models for each individual.  On the other hand I want the program to adapt to player’s who change their style rapidly as well, and placing them in one and only one box is problematic.

· Koller, Daphne.  “Generating and Solving Imperfect Information Games.”  University of California at Berkeley.  1996.

Presents an optimal game strategy for poker which she entitles Gala.  It produces randomized strategies so that an opponent finds you hard to model.  In perfect information games, deterministic strategies are just fine, since there really isn’t much deception involved (arguable, to some extent, but at least not as much deception as in poker).  Imperfect information games require that you keep your opponent from not having an accurate model of you.  Nash equilibrium strategies are the way to go she thinks.  You optimize your profit that way.

Comments: Again, I think a world-class poker program is going to need opponent modeling so it can figure out player’s weaknesses and exploit them, although randomizing some of it’s play will be important as well.  This type of approach for heads up play, for example, was proven be not very effective against really good opponents as shown in some other paper I read above.

· Korb, Kevin.  “Bayesian Poker.” Monash University. 1999.

Use a Bayesian network to model the program’s hand, the opponent’s hand and the opponent’s playing behavior conditioned upon the hand.  After constructing it though, it appears that Hold ‘em poker is way too complicated for such simplistic model.  They used opponent modeling but the learning component seemed to fail.  Article wasn’t that helpful really.

