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ABSTRACT


 Increasing variability during manufacturing and runtime has a significant impact on microprocessors. This paper evaluates the impact of variability on fault tolerant architectures. We have tested two different adder systems implementing different fault tolerance schemes. We concluded that several design choices influence the impact of process variability, including the number of spare components used and fault technique used.
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Section 1. Introduction
One of the major problems in the semiconductor industry is the increasing impact of process variability [1,2,3]. With decreasing sizes for transistors and wires, variability’s impact is increasing across chips and within a given chip. Process variation is already manifesting itself in current circuits and its importance is increasing at a rapid rate with technology advances.

In this paper, we evaluate the impact that process variability has on fault tolerant microarchitectures. Specifically the architectures we examine are two versions of a ripple-carry adder, with and without parity checking. For within-die variations we consider four parameters with significant variability that can greatly impact circuit behavior: transistor gate length (L), gate width (W), gate oxide thickness (Tox), and threshold voltage (Vt0).
We believe that such a study provides a better perspective on the impact of process variability on fault tolerant architectures form a performance point of view. We prove that architects must consider the effects of process variations when choosing their fault tolerant architectures.

Section 2. Process variation 

There is currently extensive research being conducted in the area of process variability including: modeling of variations, evaluation of impact, and proposing solutions for dealing with the variability.

Nassif [4] is one of the first authors to estimate the impact of within-die variability at low-level parameters and to present a methodology for evaluating their impact. He acknowledges the fact that current technology trends assume a continuous decrease in device sizes and this is insufficient to model die-to-die variations through corner-case analysis. The within-die variations of device and interconnect parameters becomes as significant as variations form chip to chip. 


While several papers have attempted to evaluate the impact of process variability, many of them focus on developing SSTA tools and methods using simplifying assumptions. Several similar tools are Agarwal et al. [5, 6], Amin et al. [7], Chang and Sapatnekat [8], Visweswariah et al. [9], Zhan et al [10], Zhang et al. [11]. These tools consider gate-level details, but are also scalable to larger circuits. 


Additional work has focused on analyzing processor pipelines or storage structures. At the circuit level, researchers have proposed solutions for tolerating variability, such as Razor[12] or X-Pipe[13]. Liang and Brooks [14] explore the performance impact of variability in SRAM structures.
Section 3. Method
The steps that we took in our approach to analyzing process variability are presented in figure 1. We started with the circuit description for the adder in Verilog. Using Synopsys Design Compiler, we synthesized the circuit using the VTVTLIB physical library from Virginia Tech University. After the synthesis process was completed, we obtained a gate level description of the circuit using the library’s specific gates (in Verilog) and a list of the top critical timing paths. The new Verilog file was laid out using Silicon Ensemble. From the layout, we were able to determine the position of each gate on the chip die. The final step of the research was to create the spice files and simulate them using HSPICE.  
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Figure 1. Analysis process
3.1. Initial assumptions 
3.1.1 Low-level parameters

As suggested by Nassif [4], we chose 4 low-level parameters that exhibited the largest amount of variability and that were the most likely to affect the latency of the adder: L, W, Tox and Vto. Several papers in the field have looked at these or a subset of these parameters, so restricting our analysis to this set coincides with previous work. We implemented all the designs using a 130nm technology and assumed that the parameter values have a normal (Gaussian) distribution. Throughout the analysis we maintain the same mean and variance for all the parameters, as shown in table 1.

We also took into consideration spatial correlation, as suggested by Agarwal and Blaauw [6]. We divided the chip area with the quad tree partitioning algorithm in 16 basic grids as shown in figure 2.
	Tech 130nm
	Nominal
	Variation(6sigma)

	L
	180 nm
	40%

	WP
	550 nm
	30%

	WN
	250 nm
	30%

	Tox
	3.3 nm
	10%

	VtoP
	-0.3499 V
	10%

	VtoN
	0.332 V
	10%


Table 1. Low-level process parameters


[image: image2]
Figure 2. Quad tree partitioning
3.2. Circuits under test

Our initial intention was to analyze the ALU and FPU of the SparcT1 microprocessor, however we encountered several problems with the synthesis process, and were unable to analyze these components. We therefore decided to focus on a classical ripple-carry adder. This design has the advantage of having an obvious worst-time critical path that is, in general, very long, implying that it is less affected by process variability. We determined that if we could show that process variability has an important impact on such components, then it will become obvious that other adder designs will be affected to a higher degree. For these reasons we have thus taken this highly pessimistic approach.

The first adder version was a simple classical adder. For this design we examined the top five critical paths and observed how the modular redundancy affects the overall circuit timing.

The second adder implemented a simple parity checking structure using XOR gates. For this design, we examined only the most critical path.

3.3. Methodology
3.3.1. Synthesis

The first step we took was to convert the Verilog files into a format capable of being parsed by Spice.  We wrote a script to be run in Synopsys Design Compiler that could be utilized to synthesize all of the components.  The script began by compiling all of the initial Verilog design files into a single Verilog file.  We then provided the program with a list of available functional units capable of being used in the design.  The compiler then attempted to produce an optimized list of functional units and connections that would have the same functionality as the original Verilog files.  The script output consisted of a single Verilog file with the list of functional unit instances and wire connects between each.

Utilizing this script we were able to synthesize the adders.  We made several functional units available to the software for synthesis (i.e. NAND2 stands for a NAND gate with 2 inputs):

· NOT

· NAND2, NAND3, NAND4

· NOR2, NOR3

· XOR2

· MUX1OF2, MUX1OF4

· FF-D

 By forcing the software to incorporate only these select units we were better able to analyze the effect that process variability had on the different components in the chip.  After we completed the synthesis of the designs the next step was to layout the designs on a chip.

3.3.2. Layout
The last step before we could perform our simulation was to layout the synthesized designs on chip in order to determine the position of each gate on the chip and the wire length between gates.  We utilized Silicon Ensemble to perform the design layout on chip.  This program took the synthesized Verilog files and optimally layed them out to minimize wire delays while considering requirements for power and pin placement.  Following the layout of the chip, we utilized the software to produce a net list of all the nodes in the final design along with information about wire length on each node.  This netlist file was then utilized as the starting point for our Spice simulations.

3.3.3. Spice simulations

After the synthesis and layout steps, we moved to Spice simulations. For this process, we ran 5000 Monte Carlo runs for each circuit. Since the number of gates on the critical paths was more than 100, we did not use any sensitivity analysis. In the simulations, we assumed perfect spatial correlations: gates inside a low level grid would have the same spatial parameters (L, W, Tox), but independent Vto.
Section 4. Simulation results
4.1. Worst path analysis

In this study, we have considered the worst case path for both adders. Figure 3 shows the distribution of delays obtained for the 5000 chip configurations under test.  
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Figure 3. Worst path analysis

A first observation to be made is that the distribution of the path timing is not Gaussian, but can be approximated as one. Figure 4 shows an intuitive fact: the adder with parity has a lower overall performance than the one without parity. The curve for the parity adder “covers” to the right the one for the adder with no parity. This means that there will be more chips with higher delay. 

The conclusion of the experiment is that a manufacturing process producing the adder with parity will have more chips with larger delay than a process using the normal adder. However, the latter will not have any fault protection.
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Figure 4. Distribution of the two adder types

4.2. Multiple path analysis


In this experiment, we evaluated the impact of the top five critical paths of the normal adder (no parity). We used Clark’s formulas[15] to determine the mean and variance of the circuit starting from the mean and variance of each path. We assumed that the paths are uncorrelated, which is a pessimistic approach, but which simplified our analysis. 

Since the worst critical path was by far the worst path, the overall delay of the entire circuit was mainly determined by this path. As showed in Figure 5, the other paths had a negligible influence on the circuit delay. This resulted in the fact that the variability of the adder was limited. This is the second pessimistic fact that we had to acknowledge, after the usage of an adder with a long critical path.
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Figure 5. Influence of the top 5 critical paths on adder delay
4.3. Modular redundancy vs. parity checking


The final experiment we conducted incorporated the results of our previous two. In this case, we compared the statistical delay of the adder with parity to the one without parity that uses modular redundancy. For the adder with parity we considered the most critical path, while for the one with no parity we took the delay of the top five paths.

Figure 6 shows that by adding several spare modules, the mean delay of the normal adder increased, while the worst case delay (μ+3σ) remained constant. This did not provide us with a comprehensive understanding of the variability of the system.

An important observation to be made here is that a fair comparison would be between the adder with parity and a 2MR system of the one without parity, since both offer only fault detection. We believe that a more complex coding scheme, able to determine and correct errors, will not change the worst delay of the adder with parity. Also, we do not discuss about the percent of faults tolerated/detected by the two types of adders. 
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Figure 6. Comparison between modular redundancy and parity
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Figure 7. Performance impact of fault tolerance
Figure 7 shows instead the distribution of the delay. It is clear that starting from 2MR, the distribution of the adder with no parity system is much more spread than the one with parity. Of course, the performance degrades even more by increasing the number of spare modules.

This then leads to our pivotal conclusion: the performance of a chip with spare redundancy is worst than one of a chip using an adder with parity. Architects must therefore consider the impact of process variability on the performance when choosing their fault tolerance schemes.

Section 5. Conclusions



Process variability is becoming an increasing challenge for computer architects as the scale of devices shrinks. Current timing analysis tools assume that circuits are performing at nominal frequencies and do not take into consideration the impact of variability, which could change the timing patterns of the circuits. This is especially true in the case of systems implementing fault tolerance.


In our study, we have determined that process variability has such an impact under two pessimistic assumptions generated by a non-tuned architecture. If under such assumptions, the impact of variability is so great, tuned adders will be more prone to process variations. We have also determined that the variability in delay is a function of the spare modules used. Therefore, architects might be tempted to give up fault correction for a better performance yield.


Our future work will include investigations of other fault-tolerant structures and fault tolerance methods/designs, and also a method to use such spare components for better variability tolerance.
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